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Abstract—The diffusion of powerful mobile devices has posed
the basis for new applications implementing on the devices
(which are embedded devices) sophisticated computer vision
and pattern recognition algorithms. This paper describes the
implementation of a complete system for automatic recognition of
places localized on a map through the recognition of significant
signs by means of the camera of a mobile device (smartphone,
tablet, etc.). The paper proposes a novel classification algorithm
based on the innovative use of bag-of-words on ORB features.
The recognition is achieved using a simple yet effective search
scheme which exploits GPS localization to limit the possible
matches. This simple solution brings several advantages, such
as the speed also on limited-resource devices, the usability also
with limited training samples and the easiness of adapting to
new training samples and classes. The overall architecture of
the system is based on a REST-JSON client-server architecture.
The experimental results have been conducted in a real scenario
and evaluating the different parameters which influence the
performance.

I. INTRODUCTION

Mobile vision is a rather recent research field aiming at de-
veloping sophisticated computer vision algorithms on board of
mobile devices. More specifically, this field addresses the use
of commercial smartphones and tablets as embedded devices,
thanks to their increasing capabilities to process complex data
(such as images and videos) in real time and to the availability
of several good-quality sensors on board.

This research field must not be considered as a mere re–
engineering task of existing algorithms on a different hardware
platform, since it poses several challenges which require a
complete re–design of the algorithms themselves and can be of
interest for the scientific community: the limited computational
and memory resources available, the extreme mobility and
limited connectivity, and the power constraints under which
these tether-less devices operate.

The use of mobile devices as people-centric sensors and
processing units opens to new and impressive classes of
applications, ranging from real time object/person tracking,
content-based retrieval of framed scene with markerless object
recognition, face detection (and possibly recognition), blind
people aid for movement, etc.. This paper addresses an ap-
plication with the final aim of recognizing logos for local-
ization purposes. The proposed application needs to identify
precisely a place where the user is located, supposing the
GPS-based localization is not available or reliable (both for
limited precision and for the co-existence of several significant
locations in the neighborhood). This identification can be
used for city marketing (similarly to the “check in” used in
apps like Foursquare) or for gaming purposes. Other sensors

may be employed too (e.g., the gyroscope to understand the
direction the user is looking at), but precise localization is
still required. Moreover, the place identification through image
analysis allows the system to work properly also indoor (e.g.,
in a mall) where GPS-based localization is unreliable.

With these premises, this paper proposes a computer vision
algorithm which recognizes significant locations in real-time.
The algorithm is based on ORB features which are then
quantized with a newly-proposed bag-of-words (BoW) model
for binary descriptors. At the best of our knowledge, this is
the first time a BoW model for a binary descriptor (as ORB
is) is used in the context of logo recognition. Moreover, to
take into account the aforementioned bandwidth limitations,
the BoW histograms are compressed using an efficient and
effective compression algorithm. Server side, this compressed
descriptor is used to match with the trained classes in a
database and the resulting ranking is returned to the user on
the device. Experiments on real images with challenging logos
are reported.

II. RELATED WORKS

The problem we are addressing is somehow similar to logo
recognition [1], [2], in that we aim at recognizing the location
depicted in the query image by means of appearance. Logo
recognition solutions rely on segmented logos or brands and
learn particular configurations of local descriptors to match
with the query [3], [4]. Since in our case the segmentation is
not available, we consider the images as a whole and search
for visually similar images, treating the problem as an image
matching one [5]. However, beside the lack of segmentation,
these methods are not directly applicable because we do not
have large datasets for the comparison [6]. Also, they are in
general computationally demanding and thus not suited for
user interaction.

Most of the methods mentioned above rely on feature
detection and matching. The SIFT keypoint detector and
descriptor [7], although over a decade old, have proven to be
remarkably successful in a number of applications using visual
features, including object detection and recognition, image
stitching, scene classification, etc. This descriptor has been also
extended to color images in the form of RGB-SIFT, Opponent-
SIFT and C-SIFT, as described by van de Sande et al. in
[8]. However, it requires an intensive computational effort,
especially for real-time systems, or for low-power devices
such as cellphones. This has led to an increased research for
replacements with simpler descriptors with lower computation
demands. This trend started with SURF [9], but since then
a lot of other descriptors have been proposed in literature,
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Fig. 1. Overall description of the client-server architecture.

always focusing not only on performance but also on speed:
we can refer to VLAD [10], BRIEF [11], DAISY [12] among
the most recent proposals. There has also been research aimed
at speeding up the computation of SIFT, most notably with
GPU devices [13], or the exploitation of approximate nearest
neighbor techniques, starting from LSH [14] up to product
quantization [15].

Also a great variety of global features has been proposed
to tackle the retrieval problem, for example color histograms,
GIST [16] and HOG [17]. Usually these features are easier
to compute and do not require the quantization step typical
of the bag-of-words model which is necessary to create a
global representation (an histogram of visual words) from the
aforementioned local descriptors.

In a recent paper, Rublee et al.[18] propose a very fast
binary descriptor based on BRIEF, called ORB, which is rota-
tion invariant and robust to noise. They demonstrate through
experiments how ORB is up to two orders of magnitude
faster than SIFT, while performing as well in many situations.
The efficiency is tested on several real-world applications,
including object detection and patch-tracking on a smartphone.
The investigation of variance under orientation was critical in
constructing ORB and decorrelating its components, in order
to get good performance in nearest-neighbor applications. An
interesting aspect is that the authors have also contributed
a BSD licensed implementation of ORB to the community,
via OpenCV 2.3. We provide a short description of the ORB
descriptor in Section IV-A.

III. SYSTEM OVERVIEW

The overall sketched architecture of the proposed system
is shown in Fig. I. The system follows a standard client-server
architecture, where the client side is composed of the users’
mobile devices, while the server side is a central computer
devoted to keep the databases updated and to provide the
logo classification. When dealing with mobile vision (and

mobile computing in general) there is always a crucial tradeoff
between the local (on-device) computation and the remote
processing. When moving towards the latter, the communi-
cation overhead required to send the raw data to the remote
server can be unacceptable, especially because of the cost
of transmission of the device (not-flat rates) and the delay
introduced to transmit large amount of data. On the opposite
side, local processing requires a sufficiently-powerful device
to avoid long waits and it consumes a lot of battery.

In our system, the balance is reached as follows. First, the
user will use the developed App to take a picture of a logo
(phase 1 in Fig. I). It is worth saying that the picture does
not have to be perfect, and it can be at some degree blurred
by the user’s movement, it can contain small logos, and the
logo can be acquired in a tilted, partial or occluded way, at
least at a reasonable extent. The only strong requirement is
that the picture does not contain other logos, at a resolution
and quality superior to that of the searched logo. Once the
picture has been taken, it is processed locally on the device to
extract and compress, in real time, a set of features and the
corresponding bag-of-words (BoW) descriptor (further details
are reported in Section IV). The compressed descriptor is sent
to the remote server (phase 2 in Fig. I). In order to obtain en
efficient communication between the clients and the server we
used the REST (REpresentational State Transfer) architecture
for distributed systems [19]. The main advantage is that REST
architecture provides a simple interface with the server where
the requests are sent through a HTTP GET with parameters
passed through the URL. The server responds (phase 7 of Fig.
I) using the JSON (JavaScript Object Notation) format which
codes the response as a formatted string.

In order to prepare the JSON response the server needs to
identify the list of POIs (Points Of Interest) which potentially
match with the logo in the picture taken by the users. This list
is ordered based on the score computed by the algorithm and
returned to the user’s device. This identification is achieved by
matching the descriptor sent by the user with the descriptors



of the trained class, as detailed in Section IV. First of all,
the set of potential POIs (with corresponding categories) is
retrieved by the database (phase 3 in Fig. I). This retrieval can
be narrowed with respect to the total number of POIs in the
database by exploiting the rough GPS-based location of the
device (which is sent together with the descriptor in phase 1),
if available.

Given the set of potential POIs, the database containing
the trained images for each one is queried (phase 4) and the
server-side of the machine learning algorithm is activated (see
Section IV-D). This algorithm returns (phase 5) the ordered
list of POIs ranked according to a score, which is then sent
back to the device through phases 6 and 7.

IV. LOGO RECOGNITION THROUGH BAG-OF-WORDS AND
ORB FEATURES

The system requires to efficiently extract some informative
elements from the acquired images on the device, so the
choice of the ORB descriptor (IV-A) is straightforward and
particularly effective, given also the availability of specific
implementations for mobile devices. What we need is a way to
quickly summarize these local binary descriptors, which also
allows us to reduce the amount of information sent to the
server. We employ two solutions for this task, leveraging a
variation of the k-means algorithm (IV-B) and a very simple,
but effective compression scheme (IV-C). Finally, server-side,
we detect the image class, thus the sign queried by the user,
by means of a simple ranking technique (IV-D) which uses a
subset of the training images, selected according to their GPS
position.

A. ORB descriptor

The ORB descriptor (Oriented FAST and Rotated BRIEF)
builds on the well-known FAST keypoint detector [20] and the
recently-developed BRIEF descriptor [11].

The original FAST proposal implements a set of binary
tests over a patch, by varying the intensity threshold between
the center pixel and those in a circular ring around the center.
The Harris corner measure [21] has been used to provide
an evaluation of the corner intensity. In ORB the missing
orientation information of FAST are instead complemented
with Rosin’s corner intensity [22]. In particular, the moment
mpq of a patch (region) R is computed as:

mpq =
∑
x,y

xpyqR(x, y). (1)

We further compute the centroid c (boldface is used for
vectors) as

c =

(
m10

m00
,
m01

m00

)
, (2)

and by constructing a vector from the patch center to the
centroid c, we define the relative orientation of the patch as

ω = atan2 (m01,m10) . (3)

The patch description has been provided starting from the
BRIEF operator [11], a bit string representation constructed
from a set of binary intensity tests. Given a smoothed image

Algorithm 1 K-majority algorithm
1: Given a collection D of binary vectors
2: Randomly generate k binary centroids C
3: repeat
4: for d ∈ D do . Assign data to centroids
5: cd ← argmin

c∈C
HammingDistance(c, d)

6: end for
7: for c ∈ C do . Majority voting
8: for d ∈ D|cd = c do
9: v accumulates d votes

10: end for
11: c′ ← Majority(v)
12: end for
13: until centroids not changed

patch R of an intensity image I , a binary test τ can be
performed as:

τ (R,u,v) =

{
1 : R(u) < R(v)

0 : R(u) ≥ R(v) . (4)

Given a set of intra-patch locations

L =

(
u1, . . . ,un

v1, . . . ,vn

)
, (5)

the final feature b is defined as an n-dimensional vector of
binary tests:

b(R) =
∑

1≤i≤n

2i−1τ(R,ui,vi). (6)

The intra-patch locations for the tests influences the quality
of the descriptor itself. A solution could be a grid–sampling–
based set of sets by taking into consideration the patch
orientation, so multiplying these locations with the rotation
matrix. However, by analyzing the distribution of the tests, this
solution brings a loss of variance and increase the correlation
among the binary tests (since tests along the edge orien-
tation statistically produce similar outcomes). This heavily
impacts the descriptor effectiveness, describing redundancy
more than distinctiveness. To solve the problem, the authors
[18] employed a learning algorithm, sampling tests from 5×5
subwindows of the 31 × 31 patch window chosen for the
descriptor, running each test against all training patches. The
result is a predefined set of 256 tests called rBRIEF.

B. A Bag of Words Model for Binary Descriptors

While histogram based features are directly ready to be
used in image classification or retrieval tasks, local features
require an additional quantization step to be transformed into
global image features. The classic approach is to employ k-
means clustering using Euclidean distance between feature
vectors, and this has proved to be effective, even if compu-
tationally demanding during the training phase.

Unfortunately when dealing with a vector of binary fea-
tures, Euclidean distance is not the metric of choice, and
the average vector is undefined. A reasonable and effective
distance between binary vectors is the Hamming distance (the
number of different bits in corresponding positions), but still no
average is provided. We could tackle the problem reverting to



unsigned HammingDistance (__m128i *x, __m128i *y) {
__m128i xorValue = _mm_xor_si128(*x,*y);
return (unsigned)__popcnt64(xorValue.m128i_u64[0])

+ (unsigned)__popcnt64(xorValue.m128i_u64[1]);
}

Fig. 2. Example Hamming distance function in C language, using SSE4
instruction on a 64bit architecture.

k-medoids (PAM algorithm) [23], but this would require the
computation of a full distance matrix between the elements
to be clustered, even worsening the problem. Therefore, to
compute the centroid of a set of binary vectors based on
the Hamming distance, we introduce a voting scheme. In
particular, corresponding elements of each vector vote for 0 or
1. For determining each element of the centroid, the majority
rule is used, with ties broken randomly. We call this variation
of the Lloyd algorithm “k-majority algorithm” and we resume
it in Algorithm 1.

The algorithm processes a collection of D binary vectors
and seeks for a number k of good centroids, that will become
the visual dictionary for the Bag-Of-Words model. Initially,
these k centroids are determined randomly (line 2). At each
iteration, the initial step (lines 4-6) is the assignment of each
binary vector to the closest centroid: the current binary vector
d is therefore labelled with the index of the closest centroid.
This part is essentially shared by many common clustering
algorithms. The second step (lines 7-12) is the majority voting
used to redefine the vector clustering. For each cluster c, we
take into consideration every binary vector d belonging to it.
Every bit of an accumulator vector v is increased by 1 if the
corresponding bits in d is 1. At the end, the majority rule is
used to form the new centroid c′: for each element vi in v, if
the majority of vectors voted for 1 as bit value in vi, then c′i
takes 1, otherwise c′i takes 0. The algorithm iterates until no
centroids are changed during the previous iteration.

A fundamental advantage of the k-majority approach is
that both the Hamming distance and the majority voting step
can work on the byte packed vector string. In particular
the Hamming distance may be implemented leveraging both
SSE instructions and specific bitwise hardware instructions.
An optimized version of an Hamming distance function is
provided in Fig. 2.1 By using Hamming distance and majority
voting in the cluster assignment step, which has to go through
all elements to be clustered, we can obtain a speedup over
classical k-means in the order of 100.

C. BoW Descriptors Lossless Compression Scheme

To reduce the bandwidth requirements of the system (which
is of paramount importance when mobile devices are con-
sidered), an extremely simple and fast lossless compression
scheme is applied to the BoW histograms. The first observation
is that these descriptors are significantly sparse and become
more and more sparse at growing size of the codebook. For
this reason, similarly to the JPEG coding of AC coefficients,
we employ a RLE of zeros and describe every non zero value
as the number of zero values before the current one.

1If specialized hardware instructions are not available, it is still possible to
employ some smart bitwise operations as those proposed in http://graphics.
stanford.edu/∼seander/bithacks.html#CountBitsSetParallel

TABLE I. COMPRESSION TESTS COMPARISONS. FOR BOTH GZIP AND
OUR COMPRESSION SCHEME THE AVERAGE SIZE IN BYTES AND THE

AVERAGE COMPRESSION RATIO ARE REPORTED

centers uncompressed compressed compressed our/gzip
binary gzip our

32 128 121 (1.06) 117 (1.10) 0.96
64 256 171 (1.50) 148 (1.73) 0.87
128 512 229 (2.23) 165 (3.11) 0.72
256 1,024 297 (3.45) 197 (5.20) 0.66
512 2,048 390 (5.25) 253 (8.09) 0.65
1K 4,096 517 (7.93) 328 (12.49) 0.63
2K 8,192 674 (12.16) 426 (19.24) 0.63
4K 16,384 854 (19.20) 542 (30.25) 0.63
8K 32,768 1,057 (31.01) 669 (48.99) 0.63
16K 65,536 1,300 (50.42) 804 (81.50) 0.62
32K 131,072 1,582 (82.86) 947 (138.40) 0.60

The second observation is that the distribution of nonzero
value is definitely non uniform, with some values found many
times and others really seldom. Huffman coding could be ap-
plied, but this would require a specific dictionary construction
for every descriptor or a predefined dictionary which could
be biased toward the specific dataset in use and possibly
become not really useful at changing conditions. For these
reasons we apply a universal coding technique, the Elias
gamma code, known also as Exp-Golomb coding as used in the
H.264/MPEG-4 AVC and Dirac video compression standards.

For the sake of simplicity, the original BoW histograms
are stored as a stream of 32 bits wide floating point values,
so we start our representation with a list of nonzero floating
point values ordered by the most probable to the least probable
ones, then encode the floating point values as an Elias encoded
run length of zeros and an Elias encoded index pointing to
the value table. The run lengths are not exactly exponentially
distributed, so Elias coding is not the perfect choice for
their representation, but this still allows for a very effective
representation at small values, without adding a large overhead
to longer representations.

In Table I we report the average compression obtained
both with GZip standard compression applied over the un-
compressed binary data and with our compression scheme.
Our approach produces descriptor which are on average 30%
smaller then GZip compression, while being much faster,
because of the use of Elias encoding. In fact no search is
required and the representation is a straightforward variable-
length representation of a binary coded integer value. Higher
compression rates could be obtained, at the price of a higher
complexity.

D. Similarity Search

Once the query descriptor is received by the server, it
is compared with the descriptors of all training images. The
number of comparison can be largely reduced using only the
descriptors of the locations that lie within a given radius from
the current user position, provided by the GPS embedded on
the mobile device. The descriptors are thus ranked according to
the similarity measure given by the histogram intersection. We
determine the similarity for each class computing the Average
Precision (AP) on this ranked list as if the given class were
the correct one, and propose back to the user the list of classes
sorted according to their AP.



Fig. 3. Samples from the reference dataset, 1 column per class. Images
depict the same location with different viewpoints, light conditions and camera
resolutions.

With this simple scheme we avoid the need to train a
multi-class classifier, with several advantages: i) the exhaustive
similarity search is still feasible thanks to the GPS position
constraint; ii) there is no need to re-train every time a new
image (of an existing or new class) is added because we can
compute the global descriptors of these images leveraging the
same cluster centers; iii) the number of images per class may
not be balanced, thanks to the AP re-ranking and, actually, iv)
a class may be composed even by a single image.

V. EXPERIMENTAL RESULTS

The proposed system has been deployed on a wide range
of smart phones and tablets, ranging from Samsung Galaxy
Tab to Sony Xperia Z. The most important differences are
computational power (from single core @ 1 GHz to quad core
@ 1.5 GHz) and camera resolution (from 3.2 MP to 13 MP). In
order to evaluate the accuracy, we tested offline the similarity
search on two datasets. The first dataset, Significant Signs
(SS), consists of 614 images: 464 depict shots of 96 different
significant locations, the remaining 150 are noise. As depicted
in Fig. 3, within each class each photo depicts the same
location, taken from different points of view, with different
devices, in different light conditions. The second dataset is the
FlickrLogos-32 dataset [24] (FL32), which contains 30 photos
showing brand logos for 32 logo classes, as long as 6000 non–
logo images. It is meant for the evaluation of multi-class logo
recognition as well as logo retrieval methods on real world
images.

As local image descriptor we selected the ORB (see Sect.
IV-A), because it is very fast to compute, and, being a binary
descriptor, allows us for fast clustering via the K-majority
algorithm (see Section IV-B) that can be easily accomplished
on-board of a mobile device. We also aim at demonstrating that
the ORB descriptor provides also better retrieval than SIFT [7].
The accuracy obtained generating the global descriptor starting
from ORB and SIFT, varying the number of cluster centers of
the BoW model, i.e. the dimension of the global descriptor,
has been evaluated. We computed the cluster centers starting
from the local descriptors of all images, including noise, and
used all images, except noise, as queries. The evaluation of the
Mean Average Precision (MAP) in Fig. 4 shows that global
descriptors generated from ORB perform in general much
better than SIFT. Moreover, ORB provides the correct result
as first response more often than SIFT, as depicted in Fig. 5.

We want our system to work irrespective of the device,
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Fig. 4. Mean Average Precision computed on the SS dataset varying the
number K of cluster centers.
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Fig. 5. 1-Precision computed on the SS dataset varying the number K of
cluster centers.

so we must handle photos taken with different cameras at
various resolutions. Since we work under the assumption that
the logo is centered in the image and is clearly visible (some
examples are reported in Fig. 3), we overcome the issue simply
resizing the images. This allows us to normalize the sizes, so
that their local descriptors, which are computed on fixed size
patch, have comparable meanings. We report in Fig. 6 and Fig.
7 the results (obtained with K = 512 cluster centers) varying
the dimensions of the resized images on the two datasets. The
size of the images does not affect much the quality of the
results, so we can use smaller sizes that guarantee a faster
local descriptor computation.

We investigate also the number K of cluster centers of
the BoW model, which directly affects the size of the global
descriptor and the computational time. We tested our ORB–
based descriptor on images resized to 320 × 240 on both
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Fig. 6. Mean Average Precision computed on the two datasets (SS and FL32)
varying the size of the images.
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Fig. 7. 1-Precision computed on the two datasets (SS and FL32) varying the
size of the images.
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Fig. 8. Mean Average Precision computed on the two dataset (SS and FL32),
using 1 or All images as training samples.
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Fig. 9. 1-Precision computed on the two dataset (SS and FL32), using 1 or
All images as training samples.

datasets. First we train the BoW for both datasets using 1
random image per class, and repeated the evaluation 10 times,
and using as queries all other images. The average values are
reported as the darker bars (noted as SS-1 and FL32-1) in Fig.
8 and Fig. 9. They show that the performance increases with
the number K, but very good results are already achieved with
low values of K that allow for fast computation. Second, we
train the BoW for both datasets using all images for each class,
using again all images as queries. The results are reported as
the brighter bars (noted as SS-All and FL32-All) in Fig. 8
and Fig. 9. On the one hand, adding more images helps the
search, since the training set will more easily contain images
similar to the query. This is clearly visible in Fig. 9, where
the brighter bars are much higher than the darker bars. On the
other hand, the overall performance is better with respect to our
dataset, but gets worse for the FlickrLogos32 dataset (Fig. 8).
This is because adding more information in the training phase
provides worse results when the images are very diverse. When
images depict exactly the same location, as in our dataset,
adding more examples helps in dealing the different viewpoints
and lighting conditions.

VI. CONCLUSIONS

The proposed solution for location recognition has been
developed for mobile application. As such, there has been the
need to find efficient solutions feasible on commercial smart-
phones with limited resources and communication constraints.
The proposed novel solution, based on ORB descriptors with
BoW, resulted to be an excellent trade-off between accuracy
and efficiency, as demonstrated by our tests. The exploitation
of GPS localization to reduce the set of possible matches in the
training images also contributed to have a highly-responsive
accurate system.
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